
CSC 469 MIDTERM 2 SOLUTIONS

NAME:

1. An ARQ protocol needs three mechanisms to function correctly. List each of the
three mechanisms, with a brief, to-the-point explanation of how the mechanism is
used to ensure reliable data transfer.

ARQ stands for Automatic Repeat ReQuest. The three mecha-
nisms are:

i) Error Checksum: each packet has an error checksum added to
it that is used by the receiver to detect errors.

ii) Receiver Feedback: the receiver checks the error checksum,
and sends an acknowledgment back to the sender, either a pos-
itive acknowledgment (packet received correctly) or a negative
acknowledgment (packet received incorrectly).

ii) Sender Retransmission: the sender retransmits the package for
which a negative acknowledgment is received.

2. For each of the following statement, indicate whether the statement is true or
false by circling either the T or the F.

2a. Every ARQ protocol is a pipelined protocol. T F X

A pipelined protocol is one that is allowed to send N packets, for
N > 1, before stopping and waiting for an acknowledgment. In
contrast, a stop-and-wait protocol is not pipelined. Stop-and-wait
is an ARQ protocol.

2b. Every alternating bit protocol is a pipelined protocol. T F X

An alternating bit protocol is a stop-and-wait protocol, so it is not
pipelined.

2c. Every pipelined protocol is an alternating bit protocol. T F X

2d. Go Back N is a pipelined protocol. T X F

2e. The receiver in a protocol based on Selective Repeat discards packets that are
correctly received if they are out of order. T F X

2f. The receiver in a protocol based on Go Back N discards packets that are cor-
rectly received if they are out of order. T X F
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3. A rookie network software engineer is trying to design a stop-and-wait reliable
data transfer protocol to work over a network that can corrupt packets. The network
can never lose packets or deliver them out of order. The engineer adds checksums to
detect errors, and has the receiver send a positive acknowledgment when a packet
is received correctly, and a negative acknowledgment when a corrupted packet is
received.

The sender has 2 states:

(1) wait for a packet from above
(2) wait for an acknowledgment for the last packet sent

while the receiver has only one state: wait for a packet to arrive.

But this protocol has a flaw: it does not take into account the possibility that
an acknowledgement can be corrupted. The engineer decides to patch the pro-
tocol by having the sender resend the last packet upon reception of a corrupted
acknowledgment.

3a. What new problem does this patch introduce?

The receiver will receive duplicate packets when a positive acknowl-
edgment to a correctly received packet is corrupted.

3b. To fix the new problem, what mechanisms have to be added to the protocol?
Name those mechanisms, and explain how each mechanism contributes to solving
the problem.

We have to add sequence numbers 0..1 to detect duplicates. A
single-bit sequence number is sufficient for a stop-and-wait protocol.

3c. List all the states used by the sender FSM for the modified protocol, and include
a short description of each state as in the description of the two states above.

(1) wait for a packet with sequence number 0 from above
(2) wait for an acknowledgment for a packet with sequence number

0
(3) wait for a packet with sequence number 1 from above
(4) wait for an acknowledgment for a packet with sequence number

1

4. Suppose that a Selective Repeat protocol has an N bit field in the packet header
for the sequence number.

4a. What is the range of sequence numbers that can be used?

The range of sequence numbers is 0 . . . 2N − 1.

4b. Given the range of sequence numbers, what constraints must be imposed on
the window size to ensure correct operation of the protocol?

The range of the sequence space needs to be more than twice the
window size. Otherwise the receive window can wrap around and
overlap the sender’s window.
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5. How many retransmission timers does Go Back N need in order to work cor-
rectly?

Go Back N uses just one retransmission timer.

6. For each of the following statement, indicate whether the statement is true or
false by circling either the T or the F.

a. Host A is sending Host B a large file over a TCP connection. Assume Host B has
no data to send Host A. Host B will not send acknowledgments to Host A because
Host B cannot piggyback the acknowledgments on data. T F X

b. The size of the TCP rwnd never changes throughout the duration of the connec-
tion. T F X

It changes as needed to effect both flow and congestion control.

c. Suppose Host A is sending Host B a large file over a TCP connection. The
number of unacknowledged bytes that A sends cannot exceed the size of the receive
buffer. TX F

d. Suppose Host A is sending a large file to Host B over a TCP connection. If the
sequence number for a segment of this connection is m, then the sequence number
for the subsequent segment will necessarily be m+ 1. T F X

A TCP sequence number is the offset (from the beginning of the
segment) of the first byte of the segment. It would only be m + 1
if the segment sent had just one byte.

e. The TCP segment has a field in its header for rwnd. T X F

f. Suppose that the last SampleRTT in a TCP connection is equal to 1 sec. The
current value of TimeoutInterval for the connection will necessarily be ≥ 1 sec.
T F X

TimeoutInterval is computed as

TimeoutInterval = EstimatedRTT + 4 × DevRTT

where

EstimatedRTT = (1–α)× EstimatedRTT + α× SampleRTT.

If the EstimatedRTT before the SampleRTT is much less than 1,
the new value of EstimatedRTT might also be much less than 1, and
adding 4 × DevRTT might not be enough to make TimeoutInterval
greater than or equal to 1.

g. Suppose Host A sends one segment with sequence number 38 and 4 bytes of
data over a TCP connection to Host B. In this same segment the acknowledgment
number is necessarily 42. T F X

The acknowledgment number is the sequence number of the byte
that that Host A expects to receive from Host B. It is acknowledg-
ing the data that was last received from Host B and has no relation
to the sequence numbers of bytes being sent in this segment.
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7. Explain how flow control differs from congestion control in a network.

Flow control pertains to a single TCP connection. It is used to tell
the sender in that connection to slow down and not transmit data
faster that the receiver in that connection can process it.

Congestion control is a network-wide phenomenon not limited
to a single connection. When TCP senders sense that a lot of pack-
ets are timing out and requiring retransmission, the TCP senders
surmise that the network is congested and cut back on the rate at
which they are sending.

8. Explain how the layer 3 function of forwarding differs from routing.

Forwarding happens inside a single packet switch. It is the trans-
mission of an arriving packet out of one of the router interfaces.

Routing is a network-wide process that is used to determine the
path that a packet will follow from its source to its destination.

9. What is the purpose of the data plane in the network layer?

The data plane performs the forwarding function.

10. What is the purpose of the control plane in the network layer?

The control plane performs the routing function.

11. What is the difference between a router and a link-layer switch?

A link layer switch operates at the data link layer, using addressing
information in the layer 2 header.

A router operates the the network layer, using addressing infor-
mation in the layer 3 header.

12. The IP datagram header has a field called TTL (time to live). Explain why
this field is included in the IP datagram header, and also how the field is used by
Internet routers.

TTL is an integer field that is set to the maximum number of hops
that a packet is allowed to take before reaching its destination.
The number in the TTL field is decremented whenever the packet
is forwarded by any router. Routers discard packets whose TTL
fields drop down to zero.

The TTL field was included to keep packets caught in a routing
loop from living forever in the Internet.

13. In an IP v4 routing table, storing an entry for each possible destination address
would force the size of the tables to have as many as 232 entries. Explain the scheme
that is used to cut the sizes of the routing tables to a manageable size.

First, the routing tables map network prefix addresses to outgo-
ing interfaces, instead of mapping individual destination addresses.
Secondly, the routing tables have a default route that is used for
addresses that do not match any of the mapped network prefixes.
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14. List three headers, other than TTL, from the IP v4 header. For each header,
explain how it is used in the protocol.

Consult the course textbook for a list of IP v4 headers and their
descriptions.

1. Programming Part

Use the following as reference for the problem on the next page.

DatagramSocket constructors and methods.

DatagramSocket() Constructs a datagram socket and binds it to any available port
on the local host machine.

DatagramSocket(int port)

Constructs a datagram socket and binds it to the specified port on the local host
machine.

void receive(DatagramPacket p)

Receives a datagram packet from this socket.

void send(DatagramPacket p)

Sends a datagram packet from this socket.

DatagramPacket constructors and methods.

DatagramPacket(byte[] buf, int length)

Constructs a DatagramPacket for receiving packets of length length.

DatagramPacket(byte[] buf, int length, InetAddress address, int port)

Constructs a datagram packet for sending packets of length length to the specified
port number on the specified host.

DatagramPacket(byte[] buf, int offset, int length)

Constructs a DatagramPacket for receiving packets of length length, specifying an
offset into the buffer.

DatagramPacket(byte[] buf, int offset, int length, InetAddress address,

int port)

Constructs a datagram packet for sending packets of length length with offset
offset to the specified port number on the specified host.
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15. Write a UDP server in Java that works as follows. Whenever it receives a
packet, it extracts the string in the packet and sends back (as a string) the length
of the received string. For example, if it receives a string "hello", it will send back
the string "5".

(Just write the main function, do not bother about import statement, or handling
exceptions.)

See example of code given in class and posted on the course website.


